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Abstract

Magnetic resonance imaging (MRI) volume calibration, which defines the 3D scan region,
is currently operator-dependent and time-consuming (approximately 30 seconds). This is
done starting from three planar magnetic resonance reconstructions acquired in the sagit-
tal, coronal, and axial planes. This research investigates an automated MRI calibration
pipeline using deep learning and transfer learning, which can improve workflow efficiency
and standardization. The methodology explores various architectures to accurately locate
anatomical landmarks in MRI scout images. Transfer learning is leveraged to overcome
scarce medical training data. The model is pretrained on natural images then fine-tuned
on available medical imaging datasets. This allows transferring generic visual features and
adapting to medical images. Additional gains are realized by combining transfer learning
across multiple medical imaging tasks, enabling multi-task feature learning. The optimized
pipeline with transfer learning is validated on real MRI scans, showing potential for auto-
mated calibration despite limited data. In summary, this research proposes an automated
MRI calibration pipeline using deep learning and transfer learning to boost performance,
reduce workload, and enhance standardization.
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Chapter 1

Introduction

The �rst chapter of this thesis provides an overview of the practical and methodological
motivations behind the research.

Magnetic Resonance Imaging (MRI) is a medical imaging technique that produces detailed
three-dimensional anatomical images using strong magnetic �elds and radio waves.

However, the calibration of the 3D scan volume, known as volume calibration, is a tedious
and time-consuming process that is currently performed manually by MRI technologists.

Automating this process would simplify MRI work
ows, but the complexity of anatomical
structures poses challenges in developing reliable automated algorithms. To overcome this
challenge, the thesis investigates a deep learning pipeline that can automate MRI volume
calibration by accurately identifying anatomical landmarks from planar scout images.

The methodology explores various architectures, loss functions, and training strategies
to identify an optimal model. The proposed deep learning pipeline aims to maximize
e�ciency even with limited training data availability by leveraging additional techniques
such as hyperparameter optimization and transfer learning.

The research seeks to replace slow, variable manual calibration with automated MRI vol-
ume calibration using deep learning, which may bene�t clinical work
ows and productivity.
A more detailed description of the practical and methodological motivations is presented
in the next subsections of the chapter.
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1.1 Practical Motivations

Magnetic resonance imaging (MRI) is an essential non-invasive and safe medical imaging
technique used in radiology to form pictures of the anatomy and physiological processes
of the body. It utilizes strong magnetic �elds and radio waves to generate detailed three-
dimensional anatomical images and aid in the diagnosis, treatment planning, and medical
interventions. The images are typically presented in multiple views, including axial, sagit-
tal, and coronal views (see Figure 1.1). Here's a brief explanation of these views:

ˆ Sagittal View: The sagittal view represents a side view of the body, with the image
plane perpendicular to the ground. It shows structures from left to right, similar to
slicing a loaf of bread vertically.

ˆ Axial View: The axial view represents a cross-section of the body, with the image
plane parallel to the ground. It shows structures from top to bottom, similar to
slicing a loaf of bread horizontally.

ˆ Coronal View: The coronal view represents a front view of the body, with the image
plane perpendicular to the ground. It shows structures from front to back, similar
to slicing a loaf of bread vertically and then looking at the slices from the front.

Figure 1.1: Brain MRI obtained from (a) Sagittal Plane, (b) Axial plane and (c) Coronal plane.
Image is proposed in [KV16]

These di�erent views provide complementary information about the anatomy and allow
for a comprehensive analysis of the medical images.
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However, the volume that will be reconstructed from the three planes acquired must be
calibrated. This process, known as volume calibration, is currently operator-dependent
and su�ers from several practical limitations.

1.1.1 Volume calibration process

The volume calibration, which is currently operator-dependent, involves inspecting planar
scout images in axial, sagittal, and coronal orientations and placing reference points or
lines to de�ne the region of interest, and manually adjusting the position, orientation, and
dimensions of the volume to achieve the best coverage (see Figure 1.2).

However, this process is time-consuming (taking around 30 seconds per scan), prone to
human errors, and can signi�cantly slow down the MRI work
ow. Automating this process
using reliable automated algorithms would save time and e�ort for technicians, improve
work
ow e�ciency, and standardize the calibration process across patients and operators.

Nonetheless, the complexity of anatomical structures makes it challenging to develop auto-
mated calibration algorithms, which highlights the need to explore advanced computational
approaches such as deep learning to automate MRI volume calibration in a reliable manner.

Figure 1.2: Brain MRI Volume Calibration from scans positioning. Image modi�ed from
[EGR+ 21]
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1.2 Methodological Motivations and Goals

Automating MRI volume calibration is a practical need that presents methodological chal-
lenges. To address this, the thesis proposes exploring the potential of deep learning to
eliminate the need for manual calibration by radiologists. This would result in signi�cant
time savings and improved work
ow.

The research focuses on using deep convolutional neural networks to identify anatomical
landmarks on MRI scans. This is formulated as a supervised learning problem, where the
networks are trained on annotated medical images. The goal is to extract relevant features
and accurately locate landmarks in the scans in an automated way.

Various deep learning architectures, loss functions, and training strategies are explored.
The models are trained and validated using publicly available datasets, such as chest,
cephalometric, and hand X-rays, all of which come with expert annotations. The perfor-
mance of these models is measured using metrics such as mean squared error, mean average
precision, and intersection over union.

Ablation studies are conducted to assess the impact of di�erent components, such as en-
coder backbones. Extensive hyperparameter tuning is carried out to identify the optimal
settings that will maximize localization accuracy.

Since medical imaging data availability is limited, transfer learning is leveraged to maximize
the utilization of existing datasets. Models pre-trained on Imagenet or other anatomical
regions are �ne-tuned to the anatomical landmarks extraction task. This allows the transfer
of learned features between models, and by systematically testing dataset combinations,
e�ciency can be boosted.

Finally, the optimized deep learning pipeline is tested on actual MRI scans obtained from
collaborating hospitals and companies. This step is crucial for assessing the real-world
applicability of the pipeline for automating volume calibration even with scarce data, im-
proving work
ow, and enhancing standardization.

The proposed method has the potential to increase MRI productivity by reducing workload
and variability. This research is carried out with clinical relevance and application in mind,
and is a collaborative e�ort involving clinicians and industry partners such as Esaote and
Camelot Biosystems.
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1.3 Thesis Organization

This thesis is organized as follows:

Chapter 1 provides an introduction to the practical and methodological motivations behind
this research on automatic MRI volume calibration. It also outlines the structure of the
thesis.

Chapter 2 gives necessary background information and an overview of key concepts in
arti�cial intelligence, machine learning, and deep learning. This foundations chapter covers
topics like neural networks, optimization, regularization, evaluation metrics, and popular
architectures.

Chapter 3 reviews the literature on deep learning for anatomical landmark localization in
medical images. It summarizes previous work and state-of-the-art methods for detecting
landmarks in X-ray, MRI, and other imaging modalities.

Chapter 4 explains the proposed pipeline and deep learning models explored in this re-
search. Details on architectures like U-Net++ and Hourglass Net are provided. The use
of transfer learning is also discussed.

Chapter 5 describes the datasets used for development and testing, including public chest
radiographs, cephalometric images, hand scans, and proprietary MRI data from collabo-
rators.

Chapter 6 documents the extensive experiments carried out, covering model selection,
hyperparameter tuning, backbone ablation studies, transfer-learning, and evaluation on
real MRI data. Key results are analyzed and discussed.

Chapter 7 concludes with a summary of �ndings, implications, and ideas for future work
to build on this research.

In general, the chapters systematically cover the development and validation of an auto-
matic MRI calibration pipeline using deep learning and transfer learning techniques.

The code and experiments for this study are available on GitHub for examination and
extension: https://github.com/roberto98/Automatic Volume Calibration MRI Images
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Chapter 2

Background and Fundamentals of
Deep Learning

This chapter o�ers a comprehensive introduction to the key concepts and techniques in
deep learning. It begins with a high-level overview of Arti�cial Intelligence (AI) and
explains how deep learning �ts within the broader AI landscape. A brief history of deep
learning is presented, highlighting major innovations and developments that have driven
progress in the �eld. The chapter covers core topics in detail, such as neural networks,
activation functions, optimization algorithms, and training methodologies. It also describes
di�erent network architectures for tasks like image classi�cation, object detection, and
image segmentation.

Moreover, the chapter delves into best practices for training deep networks, explaining
techniques like regularization, data augmentation, and cross-validation. It summarizes
evaluation metrics commonly used to benchmark model performance. Overall, the chapter
systematically lays the theoretical foundations for understanding modern deep learning
and equips readers with the knowledge of the tools and techniques needed to train e�ective
models. It aims to provide a solid understanding of the key principles in deep learning
required for tackling complex problems using neural networks.

2.1 Brief History of Arti�cial Intelligence

AI is a �eld of computer science that focuses on creating intelligent machines capable of
performing tasks that are typically done by humans. The goal of AI is to enable computers
to understand and process information, identify patterns, and make decisions using spe-
cialized mathematical algorithms and rules. It involves teaching computers to learn from
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examples and improve their performance over time. It can �nd applications in various do-
mains of life, including healthcare, �nance, transportation, education, and entertainment.

The �eld of AI has been around for more than half a century [Dat19] [Sch21] but its roots
can be traced back to the Dartmouth Summer Research Project on Arti�cial Intelligence
in 1956. This event represents a signi�cant milestone, gathering researchers from various
disciplines to explore and discuss the potential of AI. Attendees such as John McCarthy,
Marvin Minsky, Nathaniel Rochester, and Claude Shannon coined the term "Arti�cial In-
telligence" and laid the groundwork for future research and development [oW06].

However, the quest to determine whether machines can truly think began even earlier.
Alan Turing, a British mathematician, published a seminal paper in 1950 titled "Comput-
ing Machinery and Intelligence," in which he proposed the Turing test to evaluate machine
intelligence [Tur50].

Early AI research focused on symbolic reasoning, involving the representation of knowledge
in a structured manner and the use of logical rules to manipulate and derive new knowl-
edge. A notable early AI program, the Logic Theorist, was developed by Allen Newell and
Herbert A. Simon in 1956 [NS56]. The Logic Theorist showcased the potential of AI in
problem solving by proving mathematical theorems using logical rules [Cha20b].

In the 1960s and 1970s, AI research expanded to include natural language processing,
computer vision, and expert systems. However, the �eld faced considerable challenges and
experienced a phase known as the "AI Winter" in the 1970s and 1980s. According to the AI
Newsletter, the phrase was borrowed from \Nuclear winter", a cold-war theory that \mass
use of nuclear weapons would blot out the sun with smoke and dust, causing plunging
global temperatures, a frozen Earth, and the extinction of humanity". In the context of
AI, the phrase indicated a signi�cant decline in commercial and scienti�c activities, along
with slowed progress due to unmet initial expectations [Mer05].

During the AI Winter, researchers shifted their focus to practical applications, leading
to advancements in areas like expert systems. These systems aimed to capture and emu-
late the knowledge and decision-making abilities of human experts in speci�c domains. For
example, the development of MYCIN at Stanford University in the 1970s demonstrated
the potential of expert systems in medical diagnosis and treatment [Any22].

The 1980s and 1990s witnessed a resurgence of AI, driven by the emergence of new tech-
niques and approaches. Connectionism, a branch of AI inspired by the structure and func-
tioning of the brain, gained prominence [Fal18]. Neural networks, computational models
composed of interconnected nodes (neurons), were explored as a means to simulate human
cognitive processes.
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2.2 Introduction to Deep Learning

In recent years, advances in computing power, the availability of large datasets, and break-
throughs in algorithmic techniques have propelled AI to new heights. Deep learning has
emerged as a powerful approach within the �eld of AI, with applications in computer vi-
sion, natural language processing, and speech recognition. It has become a driving force
in the global AI revolution.

It is common to hear terms like AI, machine learning, and deep learning used interchange-
ably, but it is important to understand their distinctions. AI is a general concept that
encompasses the creation of intelligent machines. Machine learning, a subset of AI, focuses
on algorithms and statistical models that allow computers to learn from data and make
predictions or decisions. Deep learning, in turn, is a subset of machine learning that specif-
ically involves training arti�cial neural networks with multiple layers to perform complex
tasks.

The relationship between these concepts can be visualized as concentric circles (see Figure
2.1). AI, the overarching concept, is the largest circle, followed by machine learning, which
blossomed later, and �nally deep learning, which is currently driving the AI explosion.

Figure 2.1: Diagram, proposed in [Sco22], that shows how closely AI and machine learning are
related, and where DL falls within these.
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2.3 Brief History of Deep Learning

Deep learning, although it has appeared as a recent breakthrough, has a rich history dating
back to the 1940s. In this era, Walter Pitts and Warren McCulloch pioneered the devel-
opment of a computer model inspired by the neural networks of the human brain. They
used mathematical algorithms known as "threshold logic" to simulate the thinking process
[Cha20a] [Roj16].

The year 1958 marked a signi�cant turning point for deep learning. Frank Rosenblatt,
a research psychologist and project engineer at the Cornell Aeronautical Laboratory, in-
troduced the perceptron, a machine that was capable of generating original ideas. During
a demonstration, punch cards were fed into an IBM 704 computer and after 50 tests, the
computer autonomously learned to di�erentiate between left and right markings on the
cards. This breakthrough showcased the potential of the perceptron in perceiving and
recognizing its environment without human intervention [Chr19].

Throughout the 1960s, researchers made notable e�orts to develop deep-learning algo-
rithms. In 1960, Henry J. Kelley laid the foundation for a continuous Back Propaga-
tion Model, while Stuart Dreyfus simpli�ed the concept based on the chain rule [Dre90].
However, it was not until 1986 that backpropagation became really e�cient. David E.
Rumelhart, Geo�rey E. Hinton, and Ronald J. Williams published a groundbreaking pa-
per titled "Learning Representations by Back-Propagating Errors," which introduced the
back-propagation algorithm. This algorithm, now a standard technique, allowed the train-
ing of neural networks with multiple layers, paving the way for the training of deep neural
networks [RHW86a].

In the 1970s, the �rst AI winter occurred, leading to limited funding and research stag-
nation in AI and deep learning. Despite the setback, Kunihiko Fukushima managed to
develop the �rst "convolutional neural networks" and designed the Neocognitron in 1980.
This arti�cial neural network allowed computers to learn visual patterns and manually
adjust essential features [Fuk80]. In 1989, Yann LeCun combined convolutional neural
networks with backpropagation to achieve practical applications, such as reading hand-
written digits [LBD + 89].

Unfortunately, the 1985-1990s saw the onset of the second AI winter, which negatively
impacted neural network and deep learning research. Excessive optimism had led to exag-
gerated claims about the immediate potential of Arti�cial Intelligence, resulting in broken
expectations and disillusioned investors. Consequently, the �eld of Arti�cial Intelligence
was dismissed as pseudoscience. However, some researchers persevered, making signi�cant
advancements in AI and deep learning.
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In 1997, Sepp Hochreiter and Juergen Schmidhuber introduced LSTM (long short-term
memory) for recurrent neural networks [HS96]. This development further propelled deep
learning into the future.

The 2000s witnessed the continued evolution of deep learning through the creation of new
algorithms and techniques. In 2009, Fei-Fei Li, a computer science professor at Stanford
University, introduced the ImageNet dataset [Ima09]. This dataset consisted of millions
of labeled images (actually 14 million) collected from the Web, providing researchers with
a well-organized and diverse collection for training deep learning models with remarkable
precision. This breakthrough led to signi�cant advancements in AI research.

In 2012, a groundbreaking paper was published titled "ImageNet Classi�cation with Deep
Convolutional Neural Networks." This article introduced the AlexNet neural network ar-
chitecture, which surpassed previous models and achieved state-of-the-art results in the
ImageNet image classi�cation challenge [KSH12]. The ImageNet challenge involved clas-
sifying a large data set of images into 1,000 di�erent categories, serving as a benchmark
for evaluating image classi�cation algorithms. The success of AlexNet sparked renewed
interest in deep learning, leading to the development of other in
uential architectures such
as VGGNet, GoogLeNet, and ResNet, which further improved results in the ImageNet
challenge.

In 2014, Ian Goodfellow introduced the Generative Adversarial Neural Network (GAN)
[GPM+ 14]. GAN involves two neural networks playing a game where one network gener-
ates realistic images, while the other network attempts to discern whether the images are
real or generated. This iterative process continues until the generated images are virtually
indistinguishable from the real ones [Wan18].

The year 2017 marked another pivotal moment with the publication of the paper "At-
tention is All You Need" by Vaswani et al., introducing the Transformer model [VSP+ 17].
This model revolutionized deep learning and became a crucial component in state-of-the-
art models like GPT-3, developed by OpenAI. GPT-3 is a powerful language model trained
on a vast amount of internet text data, capable of generating coherent and contextually
relevant text for a variety of natural language processing tasks [Spr22].

In 2022, the text-to-image model Stable Di�usion was released. Using deep learning tech-
niques, this model generates detailed visuals based on text descriptions. Stable Di�usion
belongs to the category of latent di�usion models, an advanced type of generative neural
network. It has been made available to the public, and its code and simulation weights are
compatible with consumer hardware. [RBL+ 22].
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In general, advances and developments in deep learning have revolutionized the �elds
of machine learning and arti�cial intelligence. Neural networks have become fundamental
tools applied across various industries and applications.

2.4 Introduction to Neural Networks

When studying arti�cial neural networks (ANN), it is impressive how much they resemble
the human brain (see Figure 2.2). It is important to understand that the similarities are
more about taking inspiration from the brain's structure and functioning rather than being
an exact replica. The core of an ANN lies in its interconnected neurons or nodes, similar
to neurons in our biological brain. Within this network, data is processed and results are
produced, much like thoughts and decisions emerging from our own neural pathways.

Figure 2.2: Comparison between a biological neuron and an arti�cial neuron. Image proposed
in [Pra21b].

Although an individual neuron may seem insigni�cant in this vast network, each one plays
a vital role and, when working together with thousands of other neurons, contributes to
complex relationships. This collective processing often outperforms other machine learning
methods and produces superior results. A neural network structure consists of di�erent
layers of neurons: the input layer, the hidden layers, and the output layer (see Figure
2.3). The input layer introduces primary data into the network, and the hidden layers
interpret and analyze the data before passing them to the output layer. The output layer
presents the �nal result or prediction, which is the realization of all the prior processing. A
commonly used type of hidden layer is the dense layer, which is densely connected to the
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preceding layer. This dense connectivity allows the network to learn intricate patterns and
relationships within the data. In a dense layer, each neuron in a given layer is connected
to every neuron in the next layer, meaning that its output becomes an input for all the
following neurons [KK20].

Figure 2.3: Example basic neural network with dense layers. Image proposed in [Amz23].

The connections between these layers, known as weights, are crucial to the network's struc-
ture. Weights are variables that determine the importance of each neuron's output as it
becomes the input for the next neuron. Initially, arbitrary weights are assigned, but dur-
ing training, these weights are optimized to improve the predictive capabilities of the model.

In addition to weights, biases are another important component in the network frame-
work. Biases are constants that modify the weighted sum of inputs at each neuron by
adding a �xed value. They allow for a shift in the activation function, enabling it to be
adjusted. Notably, biases ensure that a neuron can produce a nonzero output even when
the inputs are all zeros [Tur22] [H2O22].

The concept of weights and biases can be thought of as 'knobs' that we can adjust to
�t our model to the data. During training, these parameters are adjusted and optimized,
enhancing the model's performance [Far19]. The mathematical representation of a basic
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neuron can be described as follows:

y = f

 
nX

i =1

wi x i + b

!

(2.1)

In this equation, the inputs are represented byx i , and the corresponding weights are de-
noted by wi . The weighted sum of the inputs, along with the biasb, is passed through an
activation function f to produce the output y. The activation function introduces non-
linearity into the network, allowing it to model complex relationships between inputs and
outputs.

Neural networks are often perceived as "black boxes" because of the complexity of their
decision-making process. Although we may not always fully understand the underlying rea-
sons for their conclusions, by exploring the architecture and operation of neural networks,
we can uncover the fascinating mechanisms at work and develop a deeper understanding
of their inner workings.

2.5 Activation Functions

As we explore arti�cial neural networks in more depth, it's important to understand the role
of "activation functions." Activation functions are important components that determine
whether a neuron should be activated or not. They act like switches, controlling the
intensity of signals transmitted between neurons and shaping the overall output of a neural
network. Let us imagine a neuron receiving multiple inputs. These inputs are combined,
adjusted using weights and biases, and then they go through an activation function for
transformation. The activation function decides the neuron's output. There are three
types of activation functions: binary step function, linear activation function, and non-
linear activation functions [Pra21a].

2.5.1 Binary Step Function

The binary step function operates based on a threshold value. If the input is greater than
the threshold, then the neuron is activated; otherwise, it is deactivated (see Figure 2.4).
Mathematically, it can be represented as:

f (x) =

(
0 for x < 0

1 for x > 0
(2.2)
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However, the binary step function has limitations. It cannot provide multi-value outputs,
making it inappropriate for multi-class classi�cation problems. Furthermore, the gradient
of the step function is zero, which causes a barrier in the backpropagation process.

Figure 2.4: Binary Step Function.

2.5.2 Linear Activation Function

The linear activation function, also known as the "identity function", simply outputs the
input value without any transformation (see Figure 2.5). Mathematically, it can be repre-
sented as:

f (x) = x (2.3)

Although simple, this function has two major drawbacks. First, backpropagation is not
possible because the derivative of the function is a constant and has no relation to the
input. Second, using a linear activation function turns the neural network into a single
layer, regardless of the number of actual layers, as the last layer will still be a linear function
of the �rst layer.
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Figure 2.5: Linear Activation Function.

2.5.3 Non-Linear Activation Functions

The linear activation function we discussed earlier is similar to a linear regression model.
However, its limited capability restricts the network's ability to capture complex rela-
tionships between inputs and outputs. To overcome this limitation, non-linear activation
functions are utilized. These functions enable backpropagation, a process where the net-
work adjusts the weights in the input neurons based on the derivative function associated
with the input. This adjustment helps the network analyze and improve its predictions.

In addition, non-linear activation functions allow the stacking of multiple layers of neurons.
With the use of non-linear activation, each layer's output becomes a non-linear combination
of inputs passed through multiple layers. This capability empowers the network to compute
complex functional representations, making it more expressive and pro�cient at modeling
intricate patterns and relationships.

There exist various types of activation functions, and we will focus on three commonly
used ones: sigmoid, hyperbolic tangent (tanh), and recti�ed linear unit (ReLU).

23



Sigmoid function:

The sigmoid function is a type of activation function that is characterized by its 'S' shaped
curve (see Figure 2.6). It outputs a value between 0 and 1, and is particularly useful in
situations like binary classi�cation, where outputs need to represent probabilities. Mathe-
matically, it can be represented as:

f (x) =
1

1 + e� x
(2.4)

However, there are limitations, especially in deep neural networks, where a problem called
"vanishing gradients" can occur, slowing down the learning process. The vanishing problem
arises when gradients become extremely small as they pass through the layers of a deep
neural network. As a result, the initial layers struggle to receive signi�cant updates during
training, which restricts the network's ability to learn intricate patterns.

Figure 2.6: Sigmoid/Logistic Activation Function.
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Tanh function:

The tanh function, or hyperbolic tangent, is another activation function similar to the
sigmoid function but produces values between -1 and 1 (see Figure 2.7). Mathematically,
it can be represented as:

f (x) =
(ex � e� x )
(ex + e� x )

(2.5)

The ability to represent negative numbers can be advantageous when detecting contrasting
characteristics. This means that the output is zero-centered, making it easier for the next
layer to learn from the adjusted inputs.

Figure 2.7: Tanh Function (Hyperbolic Tangent).
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ReLu function:

Finally, there's the recti�ed linear unit (ReLU). This function returns the same value if
the input is positive and zero for negative inputs (see Figure 2.8). ReLU is e�cient and
enables faster and more e�ective learning, especially in large networks. By outputting
zero for negative inputs, ReLU helps the network correct errors and improve over time.
Mathematically, it can be represented as:

f (x) = max(0 ; x) (2.6)

ReLU has become popular in recent years as it helps alleviate the vanishing gradient
problem, which is a challenge where the lower layers of a deep network are slow to train.

Figure 2.8: ReLU Activation Function.

These are just a few examples of activation functions. Di�erent activation functions can
be used in neural networks based on speci�c requirements and desired outcomes. Although
they may seem like small pieces of puzzle, activation functions are indispensable for the
functioning and performance of neural networks. They shape the network's output and
determine how much signal is passed to the next layer. For instance, for a regression
problem where the output can be any real number, a linear activation function or ReLU
might be appropriate. On the other hand, for a binary classi�cation problem, the sigmoid
function would be a suitable choice.
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2.6 Training Process

Training a neural network involves a series of steps that enable the model to learn from
data and make accurate predictions or classi�cations. These steps are typically carried out
over multiple iterations, known as epochs. During each epoch, the entire dataset is passed
through the network, and the weights and biases of the network are updated in an attempt
to reduce the error of its predictions. To understand the training process, one needs to
grasp the concepts of the forward pass, cost function, backward pass (backpropagation),
and epoch [Mba23] [GBC16].

2.6.1 Forward pass

The forward pass is the initial step in the training process, where raw input data is fed
into the network and processed through each layer to produce an output (see Figure 2.9).
This output is an initial prediction based on the current state of the network's weights and
biases. The weights and biases are initially set to random values and adjusted during the
training process to reduce the di�erence between the network output and the actual target
values.

Figure 2.9: Feed-Forward mechanism for training arti�cial neural networks
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2.6.2 Cost function

After the neural network makes its predictions during the forward pass, the cost function
(also known as the loss function) comes into play. It measures the di�erence between the
network's predictions and the actual target values. By quantifying the error in the model's
predictions, the cost function helps guide the training process towards minimizing this
error (see Figure 2.10).

Figure 2.10: Cost function goal is to minimize the loss value.

To achieve this, we must make adjustments to the weights. Weights have a direct impact
on the error, so we need to �nd the right combination of weights that minimizes the cost
function. Depending on the task at hand, there are common types of cost functions used.
Two commonly used loss functions are the mean squared error (MSE) loss function and
the cross-entropy loss function.

2.6.2.1 Mean Squared Error Loss function

The mean squared error (MSE) is a commonly used loss function for regression problems.
It measures the average squared di�erence between the predicted and actual values. The
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formula for MSE is:

MSE =
1
n

nX

i =1

(Yi � Ŷi )2 (2.7)

wheren is the number of samples,yi is the actual value of thei -th sample, and ^yi is the
predicted value of thei -th sample. The MSE loss function is di�erentiable and convex,
which makes it easy to optimize using gradient descent. However, it is sensitive to outliers
and can result in large errors if the predicted values are far from the actual values.

2.6.2.2 Cross-Entropy Loss function

The Cross-Entropy loss function, also known as Log Loss, is commonly used in classi�-
cation problems. In these problems, the model is asked to predict the probability of an
instance belonging to each of the possible classes. The output for cross-entropy loss is a
probability value between 0 and 1 [Vla20].

In binary classi�cation problems, the binary cross entropy (BCE) is used. It quan-
titatively determines the di�erence between two probability distributions: the true label
and the predicted output. The binary cross entropy can be represented by the following
formula:

BCE = �
nX

i =1

[yi � log(ŷi ) + (1 � yi ) � log(1 � ŷi )] (2.8)

Here,n denotes the total number of data points or observations,yi is the actual class label
of the i -th instance (0 or 1), and ŷi is the predicted probability of the i -th instance of
belonging to class 1.

For scenarios involving more than two classes, the binary cross entropy is extended to
what is known as thecategorical cross entropy (CCE) loss function. The loss is cal-
culated for each class separately and then summed up. The multi-class cross entropy is
de�ned as:

CCE = �
MX

c=1

nX

i =1

yi;c � log(ŷi;c ) (2.9)

In this case,M signi�es the total number of classes,n is the total number of data points
or observations,yi;c is a binary indicator of whether or not class labelc is the correct clas-
si�cation for observation i , and ŷi;c is the predicted probability that the i -th observation
belongs to classc. The resulting loss will be small if the predicted class probabilities are
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similar to the actual class probabilities, and will be large if they are dissimilar.

In simple terms, the cross-entropy is the negative logarithm of the predicted probability of
the correct label. It reduces the e�ect of incorrectly classi�ed instances if their predicted
probability is very low. This means that cross-entropy will give a bigger penalty when
the model makes con�dent and incorrect predictions, which is a highly desired property in
many situations.

2.6.3 Backward Pass

Once the cost function is evaluated, the error is propagated backward through the network,
starting from the �nal layer (see Figure 2.11). This process is known as backpropagation.
Its purpose is to adjust the weights and biases in a way that minimizes the cost function.
This adjustment is based on the gradient of the cost function with respect to each weight
and bias, which indicates the direction in which the parameters should be changed to
minimize the cost.

Figure 2.11: Backpropagation mechanism for training arti�cial neural networks.

This information is then used by an optimization algorithm, such as Stochastic Gradient
Descent (SGD), to adjust the weights in a way that minimizes the cost function [RHW86b].
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2.6.4 Epochs

An epoch refers to one complete pass of the entire dataset through the neural network
during the training process. Multiple epochs are usually required for the network to ef-
fectively learn from the data. The number of epochs is a hyperparameter that determines
how many times the learning algorithm will work through the entire dataset. Each epoch
consists of a forward pass and a backward pass.

2.7 Training Techniques

There are multiple training techniques in machine learning, each with its own set of use-
cases and advantages. Some types of learning describe whole sub�elds of study comprised
of many di�erent types of algorithms, such as supervised learning, unsupervised learning,
semi-supervised learning, and reinforcement learning. Others describe powerful techniques
that you can use on your projects, such as transfer learning [Sal18] [Bro19].

2.7.1 Supervised Learning

Supervised learning is a type of machine learning in which the model is trained on a labeled
dataset. In other words, during training, the model not only sees the input data but also
the correct output (see Figure 2.12). This approach is especially useful when we know
what our correct output should look like.

Figure 2.12: Supervised learning mechanism. Image proposed in [YLG+ 18]
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The objective here is to learn a mapping from inputs to outputs and make accurate pre-
dictions for new, unseen data. Common examples of supervised learning tasks include
regression (predicting a continuous output) and classi�cation (predicting discrete labels).

2.7.2 Unsupervised Learning

Unsupervised learning, on the contrary, involves training the model on an unlabeled
dataset. The model learns the inherent structure of the data without any explicit out-
put to guide the learning process (see Figure 2.13).

Figure 2.13: Unsupervised learning mechanism. Image proposed in [YLG+ 18]

This is useful when we are not so much interested in predicting a speci�c output, but rather
in discovering patterns, regularities, or underlying structure in the input data. Examples
of unsupervised learning tasks include clustering (grouping similar instances together),
anomaly detection (identifying unusual instances), and dimensionality reduction (simpli-
fying the input data without losing too much information).

2.7.3 Semi-Supervised Learning

Semi-supervised learning is a middle ground between supervised and unsupervised learning.
In this approach, the model is trained on a dataset that is partially labeled, a small amount
of the data is labeled, but the majority is unlabeled (see Figure 2.14).

Semi-supervised learning methods try to make use of this extra unlabeled data to im-
prove the learning accuracy. This is especially useful when labeling data is costly or
time-consuming.
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Figure 2.14: Semi-Supervised learning mechanism. Image proposed in [Sha23]

2.7.4 Reinforcement Learning

Reinforcement learning is a type of machine learning in which an agent learns to make de-
cisions by performing certain actions in an environment and receiving rewards or penalties
in return (see Figure 2.15). The objective here is to learn a policy, which is a strategy that
speci�es what action the agent should take under what circumstances.

Unlike supervised learning, there are no correct input/output pairs, and there is no teacher.
Instead, the agent learns from the consequences of its actions, gradually improving its per-
formance through trial-and-error and delayed reward. Reinforcement learning is commonly
used in various types of arti�cial intelligence for games, robotics, resource management,
and more.
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Figure 2.15: Reinforcement learning mechanism. Image proposed in [Sar18]

2.8 Optimizers, Learning Rate and Schedulers

In deep learning, the optimization process plays a crucial role in training neural networks
e�ectively. Optimizers and learning rate schedulers are key components of this process.
In this section, we will discuss what optimizers and learning rate schedulers are, their
importance, and di�erent types commonly used in deep learning.

2.8.1 Optimizers

Optimizers are algorithms that are used to update the weights and biases of a neural
network during the training process. The goal of an optimizer is to minimize the loss
function and �nd the optimal set of parameters that result in the best model performance.
There are di�erent types of optimizers that use various strategies to update the parameters
based on the gradients calculated during backpropagation (see Figure 2.16). Here are some
of the most commonly used optimizers [Lil20] [Cat23]:

ˆ Gradient Descent: This is a basic optimization algorithm that updates the pa-
rameters in the opposite direction of the gradient of the loss function. It adjusts the
parameters by taking small steps proportional to the negative gradient.

34



ˆ Stochastic Gradient Descent (SGD): SGD is a variation of gradient descent that
randomly selects a subset of training samples (mini-batch) to compute the gradient
and update the parameters. It is computationally e�cient and often converges faster
than traditional gradient descent.

ˆ AdaGrad: AdaGrad is an optimization algorithm that adapts the learning rate
to the parameters. It uses a di�erent learning rate for each parameter based on
the historical gradient information. It performs well for sparse data but can be too
aggressive in some cases.

ˆ Root Mean Square Propagation (RMSProp): RMSProp is an optimization
algorithm that uses a moving average of the squared gradients to adapt the learning
rate. It divides the learning rate by a running average of the magnitudes of recent
gradients. It performs well in online and non-stationary settings.

ˆ Adaptive Moment Estimation (Adam): Adam is an adaptive optimization al-
gorithm that combines the advantages of both AdaGrad and RMSProp. It uses
adaptive learning rates for each parameter and maintains separate learning rates for
di�erent parameters. Adam is widely used in deep learning due to its e�ciency and
e�ectiveness.

Figure 2.16: Papers With Code, a popular aggregator of deep learning-related publications, has
identi�ed the most widely used optimizers over time. According to their �ndings [wC23], Adam
is currently the most popular optimizer in the �eld.

2.8.2 Learning Rate and Schedulers

The learning rate is a hyperparameter that determines the step size at which the optimizer
updates the parameters. Choosing the learning rate is challenging as a value too small
may result in a long training process that could get stuck, whereas a value too large may
result in learning a sub-optimal set of weights too fast or an unstable training process (see
Figure 2.17).
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Figure 2.17: The impact of di�erent learning rates.

A learning rate scheduler adjusts the learning rate during training to improve the conver-
gence and performance of the model. It can be static or dynamic, depending on whether
the learning rate changes over time. Some common learning rate schedulers include:

ˆ Constant Learning Rate : In this approach, the learning rate remains constant
throughout the training process. While simple, it may not be optimal for all scenarios
and can lead to slow convergence or overshooting.

ˆ Time-based Decay: This scheduler reduces the learning rate over time based on a
prede�ned schedule. The learning rate decreases after a �xed number of epochs or
steps. It is often used when the initial learning rate is relatively high and needs to
be gradually reduced.

ˆ Step Decay: This scheduler reduces the learning rate by a �xed factor after a certain
number of epochs or steps. It provides more control over the learning rate reduction
and is e�ective in scenarios where the learning rate needs to be adjusted at speci�c
intervals.

It is important to choose the appropriate optimizer and learning rate scheduler based on
the speci�c problem and dataset. Experimentation and tuning are often required to �nd
the optimal combination.
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2.9 Gradient Accumulation

Gradient accumulation is a helpful technique in deep learning used to overcome memory
limitations when training large models or processing large batches of data [Bha20]. It
allows for training with a larger e�ective batch size without requiring additional memory
resources.

To understand this, we �rst need to know about the batch size. In machine learning,
the batch size is the number of training examples used in a single iteration. The choice
between a larger or smaller batch size depends on the speci�c problem and the available
computational resources. A larger batch size means that more training examples are used
in each iteration, resulting in more stable gradients and better generalization. However, it
also leads to slower training iterations. On the other hand, a smaller batch size means that
fewer training examples are used in each iteration, resulting in faster training iterations
but more noise in gradients.

With gradient accumulation, the idea is to calculate the loss and gradients after each
small batch, but instead of immediately updating the model, the gradients are accumu-
lated over consecutive batches. The model parameters are then updated based on this
cumulative gradient after a certain speci�ed number of batches (see Figure 2.18).

Figure 2.18: Gradient accumulation mechanism. Image proposed in [Rot20]
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This makes it seem like we are using a bigger batch size, which is convenient when dealing
with limited hardware, like not having enough memory on the GPU. For example, if the
hardware can only handle a batch size of 8 images, but we want to use a batch size of 32,
we can use gradient accumulation with batches of 8 images and update the model weights
after every 4 batches.

2.10 Metrics

Performance evaluation metrics are essential for evaluating the e�cacy and reliability of
deep learning models. These metrics help to determine how well a model is performing
and to compare it with other models. In this section, we will discuss the most common
performance evaluation metrics used in deep learning for di�erent tasks [Dev23].

2.10.1 Mean Squared Error (MSE)

Mean Squared Error (MSE) is a common metric used for regression tasks to measure the
average squared di�erence between the predicted and actual values. It provides a measure
of how well the model's predictions align with the ground truth values. The formula for
MSE is as follows:

MSE =
1
n

nX

i =1

(Yi � Ŷi )2 (2.10)

wheren is the total number of values,Yi is the actual value, andŶi is the predicted value.

2.10.2 Accuracy

Accuracy is a common metric used for classi�cation tasks. This metric evaluates the
accuracy of the model by calculating the ratio of correct predictions to the total number
of predictions. The formula for accuracy is as follows:

Accuracy =
Number of correct predictions
Total number of predictions

(2.11)

2.10.3 Precision & Recall

Precision and Recall are also metrics used for classi�cation tasks. Precision measures the
proportion of true positive predictions out of the total number of positive predictions.
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Recall, also known as sensitivity or true positive rate, measures the proportion of true
positive predictions out of the total number of actual positive samples. The formulas for
precision and recall are as follows:

P recision =
True Positives

T rue Positives + False Positives
(2.12)

Recall =
T rue Positives

T rue Positives + False Negatives
(2.13)

2.10.4 F1 Score

F1 Score is a metric that combines precision and recall into a single score. It is calculated
by taking the harmonic mean of the two, which is equal to two times the product of
precision and recall divided by the sum of the two. This provides a single score that takes
into account both precision and recall. The formula for F1 Score is as follows:

F 1Score=
2 � P recision � Recall

P recision + Recall
(2.14)

A higher F1 Score indicates a better balance of precision and recall, and therefore a better
performance of the model.

2.10.5 Mean Average Precision (mAP)

Mean Average Precision (mAP) is a common metric used speci�cally for object detection
tasks. It measures the accuracy and precision of the model in localizing and classifying
objects within an image. To calculate mAP, we �rst compute the Average Precision (AP)
for each class. AP involves measuring precision and recall at various con�dence thresholds
and then calculating the area under the precision-recall curve. The mAP is obtained by
averaging the AP values across all classes. The formula for mAP is as follows:

mAP =
1
N

NX

i =1

APi (2.15)

whereN is the total number of classes, andAPi is the average precision of classi .
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2.10.6 Object Keypoint Similarity (OKS)

Object Keypoint Similarity (OKS) is a speci�c metric used in pose estimation tasks. It
measures the similarity between predicted keypoints and ground truth keypoints. OKS is
calculated based on the Euclidean distance between corresponding keypoints normalized
by the size of the object.

The combination of mAP and OKS is often used in pose estimation tasks to evaluate
the accuracy of pose estimation models. It takes into account both the overall perfor-
mance of the model (mAP) and the accuracy of individual keypoints (OKS). The formula
for OKS is as follows:

OKS =
X

i

e� d2
i =2� 2

i s2
� (vi > 0) =

X

i

� (vi > 0) (2.16)

where di is the distance between prediction and ground truth position for keypointi , � i

is the per-keypoint standard deviation that controls fall-of,s is a scale factor andvi is a
visibility fag.

2.10.7 Intersection over Union (IoU)

Intersection over Union (IoU) is a metric commonly used in object detection and segmen-
tation tasks. It measures the overlap between the predicted bounding box or mask and the
ground truth bounding box or mask (see Figure 2.19). The formula for IoU is as follows:

IoU =
Area of Overlap
Area of Union

(2.17)

A higher IoU indicates a greater overlap and therefore a better performance of the model.

Figure 2.19: Intersection over Union formula. Image proposed in [Nik23]
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2.11 Regularization Methods

As neural network models become larger and more complex, they tend to memorize the
training data instead of learning the underlying patterns. This creates a problem called
over�tting, which occurs when the model performs very well on the training data but fails
to generalize to new, unseen data (see Figure 2.20).

Figure 2.20: Under�tting and Over�tting example. Image proposed in [Ayd22]

One way to combat it is by using regularization techniques. Regularization adds constraints
to the model training process to induce simpler models that do not over�t. There are several
common regularization methods used in deep learning [Kan19] [dSP22]:

2.11.1 Dropout

Dropout is one of the most widely used and e�ective techniques to address over�tting in
neural networks, introduced by Srivastava et al. in 2014 [SHK+ 14]. Dropout works by
randomly setting a fraction of node activations to zero during training in each layer. This
prevents the model from relying too heavily on any single input feature and encourages it
to learn more robust and generalizable representations.
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Figure 2.21: (a) A typical neural network with 2 hidden layers. (b) A subset of the network
obtained through dropout, where certain units are removed and shown in gray color.

The dropout rate, typically set between 0.2 and 0.5, determines the fraction of node acti-
vations to be dropped during training. During testing, no units are dropped and instead
the activations are scaled down proportionally to the dropout rate. This balancing process
ensures that the model's predictions remain consistent and e�ective even without dropout
during inference.

2.11.2 Early Stopping

In early stopping [Pre98], we track the loss on a validation set during training. When the
validation loss stops improving for several epochs, we stop training early before over�tting
occurs (see Figure 2.22). The number of epochs with no improvement before stopping is
called patience. Early stopping allows us to train a model just long enough to converge
but not too long to over�t.
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Figure 2.22: Training and validation loss curves for a network trained without early stopping.
With early stopping, training is halted when the validation loss no longer decreases (as indicated
by the dotted line). This often indicates that the network is starting to over�t the training data.
Image proposed in [Vog18]

2.11.3 L1 and L2 Regularization

L1 and L2 regularization, also known as weight decay, are techniques that add a penalty
term to the loss function based on the magnitude of the model's weights [And22]. L1 reg-
ularization, also called Lasso regression, encourages sparsity by adding the absolute value
of the weights to the loss function, while L2 regularization, also called Ridge regression,
adds the squared magnitude of the weights. This has the e�ect of heavily penalizing large
weights, forcing the model to learn smaller but more robust weights that generalize better.
The regularization strength is controlled by a hyperparameter lambda.

2.11.4 Data Augmentation

Data augmentation is a technique in which the available training data is arti�cially ex-
panded by applying various transformations to the existing data (see Figure 2.23). This
helps to increase the variability of training data and reduces the risk of over�tting. Com-
mon data augmentation techniques include rotation, 
ipping, scaling, and adding noise
to the data. The use of transformations, despite their simplicity, plays a signi�cant role
in the success of deep architectures in various scenarios. For example, in the ImageNet
competition, image transformations such as cropping and 
ipping are widely adopted and
contribute to the improved performance of deep models [HZRS16a] [HZRS16b] [SLJ+ 15].
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Figure 2.23: Data augmentation example. Image proposed in [Ost23]

Injecting noise into the input or hidden units of layers can also be seen as a form of
data augmentation. This not only enhances the generalization performance of a deep
neural network but also makes the network more robust to noise. Many approaches to
regularization in deep neural network training fall into this category [NYMH17] [LGY16].
These techniques ensure that the network learns more reliably and performs better on
unseen data.

2.11.5 Cross Validation

Cross-validation is a technique that can be used alongside the regularization methods
mentioned above to further prevent over�tting [Bro18]. Speci�cally, k-fold cross-validation
is a common method in which the available data are divided into K subsets or folds. The
model is trained K times, each time using K-1 folds for training and the remaining fold for
validation (see Figure 2.24). This process helps in obtaining a more robust estimate of the
model's performance by averaging the results across multiple validation sets.
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Figure 2.24: Diagram of k-fold cross-validation with k = 10. Image from [Ros16]

These regularization techniques can be used individually or in combination to improve
the model's generalization ability and prevent over�tting. The choice of regularization
technique depends on the speci�c problem and the characteristics of the data.

2.12 Applications and Architectures

Neural networks have found a wide range of applications, particularly in image classi�-
cation, object detection, image segmentation, and extraction of semantic features. Key
architectures used in these applications include Convolutional Neural Networks (CNNs),
Fully Convolutional Neural Networks (FCNNs), and Encoder-Decoder structures.

2.12.1 Image Classi�cation

Image classi�cation refers to the task of assigning a label or category to an input image
based on its content (see Figure 2.25). It is a fundamental problem in computer vision
which has achieved remarkable performance and has surpassed human-level accuracy in
many tasks, such as autonomous driving, medical diagnosis, and image search.
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Figure 2.25: Image classi�cation output example. Image proposed in [Mat23].

Deep learning models for image classi�cation typically involve the use of CNNs which are
designed to automatically learn hierarchical representations of images by applying a series
of convolutional and pooling layers. These layers extract features from the input image
at di�erent levels of abstraction, capturing both low-level visual patterns (e.g., edges, tex-
tures) and high-level semantic information (e.g., object shapes, structures).

During the training phase, a large labeled dataset of images is used to train the CNN
model in order to let the model learn to map the input images to their corresponding
labels. Once the CNN model is trained, it can be used to classify images in unseen images.
The model takes an input image, passes it through the network, and produces a probabil-
ity distribution over the possible classes. The predicted class is typically the one with the
highest probability.

2.12.2 Object Detection

Object detection refers to the task of identifying and localizing multiple objects within
an image. Unlike image classi�cation, which assigns a single label to an entire image,
object detection aims to detect and classify individual objects within the image (see Figure
2.26). Object detection has a wide range of applications, including autonomous driving,
surveillance systems, and object tracking.
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Figure 2.26: Object detection algorithm identifying a dog in an image.

Object detection algorithms typically use CNNs as the underlying architecture and the
output is then fed into additional layers that perform object localization and classi�cation.

There are two main approaches to object detection: two-stage detectors and one-stage de-
tectors. Two-stage detectors, such as the Faster R-CNN [RHGS15] and R-CNN [GDDM14]
models, �rst generate a set of region proposals that are likely to contain objects. These
proposals are then classi�ed and re�ned to obtain the �nal object detections.

One-stage detectors, such as YOLO (You Only Look Once) [RDGF16] and SSD (Single
Shot Multi-Box Detector) [LAE + 16], directly predict the bounding boxes and class prob-
abilities for multiple objects in a single pass through the network.

During training, the model is trained on labeled datasets that provide bounding box an-
notations and corresponding object labels, allowing the model to accurately detect and
classify objects in unseen images.

2.12.3 Image Segmentation

Image segmentation refers to the task of partitioning an image into distinct regions based
on the underlying objects or structures present. Unlike image classi�cation or object
detection, which focuses on labeling entire images or detecting objects within images,
image segmentation aims to assign a label to each pixel or group of pixels in an image.
This can be useful for various computer vision tasks, such as object recognition, image
editing, and medical image analysis.

In order to achieve image segmentation, deep learning models often employ CNNs with an
encoder-decoder structure. A popular model in this �eld, designed for biomedical image
segmentation, is the U-Net [RFB15a]. The encoder extracts high-level features, while the
decoder produces a segmentation map for each pixel using upsampling and skip connections
to recover spatial information and capture �ne-grained details.
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During training, the model is trained on labeled datasets where each pixel is annotated
with its corresponding class label, allowing the model to learn to accurately segment objects
and regions in unseen images.

There are di�erent types of image segmentation approaches, including semantic segmen-
tation, instance segmentation, and panoptic segmentation (see Figure 2.27). Semantic
segmentation assigns a single label to each pixel, while instance segmentation aims to dif-
ferentiate individual instances of objects within an image. Panoptic segmentation combines
both semantic and instance segmentation to provide a comprehensive understanding of the
scene.

Figure 2.27: Semantic Segmentation vs. Instance Segmentation vs. Panoptic Segmentation.
Image is proposed in [Bar22]

2.12.4 Semantic Features Extraction

Semantic feature extraction refers to the process of extracting high-level meaningful fea-
tures from input data, such as images, that capture the semantic content or information
present in the data. These features are representations that encode the underlying meaning
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or semantics of the data, rather than low-level visual details. In the case of image data,
semantic feature extraction involves learning and extracting features that capture the con-
tent and context of the image, such as objects, shapes, textures, and spatial relationships.

Deep learning models, particularly FCNNs [LSD14], are commonly used for this task due to
their ability to automatically learn hierarchical representations of the input data. FCNNs
are neural networks that consist entirely of convolutional layers, without fully connected
layers. Unlike traditional CNNs, which are designed for image classi�cation and have fully
connected layers at the end to produce a �xed-size output, FCNs are designed to produce
spatially dense predictions. They take an input image of any size and produce a corre-
sponding output map with the same spatial dimensions, where each pixel represents a class
label or a probability distribution over classes. The key idea behind FCNNs is to replace
the fully connected layers in traditional CNNs with 1x1 convolutional layers. This allows
the network to preserve spatial information and generate dense predictions at each spatial
location.

During the training phase, a FCNN model is trained on a large labeled dataset, where
the model learns to extract and encode semantic features from images. This is typically
done by passing the images through multiple convolutional and pooling layers, which pro-
gressively extract features at di�erent levels of abstraction. Once the CNN model is trained,
it can be used to extract semantic features from new unseen images. When an image is
passed through the trained network, the model generates a feature representation that
captures the semantic content of the image. These features can then be used for various
downstream tasks, such as image classi�cation, object detection, or image retrieval.
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Chapter 3

Related works

In the �eld of biomedical image analysis (see Figure 3.1), deep learning techniques have
become increasingly popular [Haq22, LKB+ 17], demonstrating their ability to extract valu-
able information from modalities such as X-rays, MRI, CT, ultrasound, and OCT [Mei20].

This chapter aims to provide an overview of the state-of-art deep learning methods used
in bioimaging, highlighting their advantages and focusing on the importance of anatomical
landmarks detection in biomedical images.

Figure 3.1: Bioimage analysis involves interconnected tasks such as image enhancement, ob-
ject detection, segmentation, tracking, quanti�cation, classi�cation, visualization, and modeling.
Each task independently contributes to knowledge and impacts others. (Modi�ed from [Mei20])
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3.1 Anatomical landmarks detection

Anatomical landmarks detection refers to the automated localization of speci�c anatomical
structures or points of interest in medical images. This process serves as a critical initial
step for various medical image analysis tasks, including segmentation, detection, and com-
putation of anatomical measurements. Manual annotation of landmarks in large datasets
is laborious, time-consuming, and prone to observer variability, highlighting the need for
reliable automated detection methods.

Early attempts to detect landmarks relied on traditional computer vision and machine
learning techniques such as Active Shape/Appearance Models [CTCG95] or regression
forests [Bro12]. These methods had limited feature learning capabilities and necessitated
extensive feature engineering and parameter tuning. They often used hand-crafted features
that were sensitive to noise and changes in appearance.

Deep learning has recently emerged as a promising method for extracting anatomical land-
marks because it can automatically learn relevant features from data, eliminating manual
feature engineering. They have demonstrated the ability to capture intricate patterns and
subtle anatomical details that are important for accuracy. Additionally, deep learning
models tend to be more robust to noise or variations in image appearance, such as changes
in lighting conditions, image quality, and anatomical di�erences among individuals. This
adaptability is especially valuable in the medical �eld, where images can vary signi�cantly
due to patient-speci�c factors.

However, taking full advantage of deep learning for the extraction of landmarks presents
some persistent challenges. The complexity and variability of anatomical structures, com-
bined with image noise and artifacts, make it di�cult. Computational e�ciency is also
essential for practical use in real-time settings. Nevertheless, deep learning remains an
active research area for advancing anatomical landmark extraction.

3.2 State-of-the-art methods

The �eld of anatomical landmark localization using deep learning has seen many advance-
ments in recent years. Several studies have proposed innovative methods and architectures
to accurately detect landmarks in medical images.

51



3.2.1 Knee landmark localization Using Hourglass Networks

The paper "KNEEL: Knee Anatomical Landmark Localization Using Hourglass Networks"
[TMS19] o�ers a solution to the issue of localizing anatomical landmarks in knee X-ray
images for di�erent stages of osteoarthritis (OA).

The authors view landmark localization as a regression problem. Traditional approaches
to this problem might directly predict the landmark position by using the region of interest
or full-size images. However, this approach can cause a large memory footprint, especially
for high-resolution medical images. To address this, the authors propose an e�cient deep
neural network framework with an hourglass architecture that uses a sequence of pooling
and upsampling layers to capture features at multiple scales.

Moreover, the authors investigate the e�ect of various regularization techniques and loss
functions on the performance of localization. One particular approach discussed in the
paper is the concept of transfer learning from low-budget annotations, which the authors
found to amplify the accuracy of landmark localization. In their validation process, they
use two datasets di�erent from the training set to test the performance of the method for
various stages of OA severity. The proposed method demonstrated superior capability to
generalize as compared to previous state-of-the-art methods.

3.2.2 Automatic vocal tract landmark localization from midsagit-
tal MRI data

Another study by Eslami et al. [ENS19] presents a new method for localizing landmarks
in the vocal tract based on midsagittal Magnetic Resonance Imaging (MRI) data, which
the authors call the "Flat-net" method.

The architecture is designed to explore the image at di�erent resolutions in the �rst layers,
to deal with various morphologies, and then combine the resulting feature maps in a second
step to output the desired heat-maps. Since there is no pooling in this architecture, the
combination of the resulting feature maps leads to a very large size tensor, causing practical
memory issues. To solve this problem, the prediction of the 21 heat-maps are split in
practice into 5 di�erent networks. The loss is measured as the mean absolute error between
the predicted and the desired heat-maps.

The authors compared their Flat-net method with eleven state-of-the-art methods from
the literature, which included �ve related to facial landmark detection and body pose
estimation, and six general methods for landmark localization based on the concept of heat-
maps. Of these, four main methods were highlighted: U-net, a well-known architecture for
medical image processing, speci�cally for segmentation [RFB15b]; SpatialCon�guration-net
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(SCN), which combines the local appearance of the landmarks with their spatial locations
in reference to all other landmarks; SCN with embedded U-net (SCN(U-net)), an extension
of the SCN method which embeds a U-net network into the local appearance extraction
block [PSBU20]; and pix2pix's generator network (p2p-GN), which exploits the generator
component of the pix2pix network, designed to analyze and generate images, and thus
particularly adapted for the generation of heat-maps from MRI.

The comparison was conducted using two evaluation schemes, Cross-Validation (CV) and
Leave-One-Subject-Out (LoSo). In the LoSo scheme, the Flat-net method showed the best
results with a Root Mean Square Error (RMSE) of 0.36 cm, slightly better than the dlib
(0.39 cm) and p2p-GN (0.41 cm) methods. The authors concluded that their Flat-net
method outperforms the other methods to solve the speci�c problem of the study and is
only approached by two other methods, namely dlib and p2p-GN.

3.2.3 Deep learning approach for automatic landmark detection
and alignment analysis in whole-spine lateral radiographs

Shifting focus to cephalometric X-rays, Yeh et al. [YWH+ 21] presented a deep learning
model for automatically detecting 45 anatomic landmarks and generating 18 radiographic
parameters on whole-spine lateral radiographs. The study is based on 2210 annotated
images of various spinal disease etiologies.

Speci�cally, the deep learning model is built on a modi�ed Cascaded Pyramid Network
(CPN) and uses a two-stage, coarse-to-�ne approach for landmark localization. After eval-
uating the model's performance using localization error, the results showed that the highest
errors occurred for landmarks in the cervical area, followed by those in the lumbosacral,
thoracic, and femoral areas. Furthermore, all of the predicted radiographic parameters
were signi�cantly correlated with ground truth values.

Additionally, the study found that the deep learning model was capable of matching the
reliability of doctors for 15 out of the 18 parameters. In summary, the proposed auto-
matic alignment analysis system demonstrated high accuracy in localizing spinal anatomic
landmarks and generated radiographic parameters that favorably correlated with manual
measurements.

3.2.4 You only learn once: Universal anatomical landmark de-
tection

In another study, Heqin Zhu et al. [ZYXZ21a] introduces a novel method for detecting
anatomical landmarks in medical images using deep learning techniques. The authors ar-
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gue that existing methods for detecting landmarks are "unary", meaning they are highly
specialized for a single task associated with a particular anatomical region, often based
on a single dataset and not robust enough. This leads to ine�ciencies, as a new model
needs to be trained for each new task or region. To overcome this limitation, the authors
propose a new approach called "You Only Learn Once (YOLO)".This approach involves
developing a universal anatomical landmark detection model, named Global Universal U-
Net (GU2Net), that can handle multiple landmark detection tasks using mixed datasets.

The proposed model consists of two main parts: a local network and a global network. The
local network, which is based on the concept of a universal U-Net, is designed to learn mul-
tidomain local features. The global network, on the other hand, is a parallelly-duplicated
sequence of dilated convolutions that extract global features to further disambiguate the
landmark locations.

The authors emphasize that their model design requires signi�cantly fewer parameters
to train than models with standard convolutions. This could potentially make the model
more e�cient and easier to train. The paper then presents an evaluation of the proposed
YOLO model on three X-ray datasets, which include a total of 1,588 images of the head,
hand, and chest, collectively contributing 62 landmarks. The results indicate that the
proposed universal model performs better than any previous models trained on multiple
datasets. It even outperforms models that were trained separately for every single dataset.

3.2.5 Landmark detection in cardiac MRI by using a convolu-
tional neural network

A study conducted by Xue et al. [[XAF+ 21]] explores a solution for detecting landmarks in
cardiac MRI images (CMR) using a CNN. The goal is to automate the process of locating
key landmark points on cardiac images, which can help reduce the time needed for image
assessment and improve the accuracy and reproducibility of CMR analysis.

The authors developed a CNN-based solution for automatic cardiac landmark detection
on CMR images acquired in both short- and long-axis views. The landmarks detected
include mitral valve plane and apical points on long-axis images, and anterior and posterior
right ventricular insertion points and left ventricular center points on short-axis images.
The study used a dataset assembled from two hospitals, including cine, late gadolinium
enhancement, and T1 mapping examinations.

The model achieved high detection rates for cardiac landmarks on the test dataset, with
Euclidean distances between model-assigned and manually assigned labels ranging from 2
to 3.5 mm for di�erent landmarks. This indicates the model was able to accurately identify
the key landmark points on the cardiac images.
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The study also investigated the practical applicability of the trained CNN model by de-
ploying it to MRI scanners. The inference time of the model was measured, with results
indicating e�cient performance, taking only 610 milliseconds with the graphics processing
unit (GPU) and 5.6 seconds with the central processing unit (CPU) for a typical cardiac
cine series. This shows the model can run quickly and e�ciently on real MRI machines.

Overall, the authors concluded that the CNN for landmark detection on both long- and
short-axis CMR images acquired with cine, LGE, and T1 mapping sequences has the po-
tential to reduce the time needed for CMR image assessment and improve the accuracy and
reproducibility of CMR analysis. The study demonstrates promising results for utilizing
deep learning to automate and enhance cardiac MRI analysis.

3.2.6 Detecting anatomical landmarks from limited medical imag-
ing data using two-stage task-oriented deep neural net-
works

Zhang et al. [ZLS17] speci�cally face the problem of limited medical imaging data, which is
a common problem in medical imaging due to the scarcity of annotated data. The authors
propose a two-stage task-oriented deep learning (T2DL ) method that can detect large-scale
anatomical landmarks simultaneously in real-time using limited training data.

The T2DL method consists of two deep convolutional neural networks (CNN), each focus-
ing on a speci�c task:

ˆ First Stage: In this stage, a CNN-based regression model is proposed to learn the
inherent associations between local image patches and target anatomical landmarks
using millions of image patches as input. This stage aims to alleviate the problem of
limited training data.

ˆ Second Stage: In this stage, another CNN model is developed to further model the
correlations among image patches. This model includes a fully convolutional network
(FCN) that shares the same architecture and network weights as the CNN used in
the �rst stage, and several extra layers to jointly predict coordinates of multiple
anatomical landmarks.

The proposed method can jointly detect large-scale (e.g., thousands of) landmarks in real-
time. The authors conducted experiments for detecting 1200 brain landmarks from 3D
T1-weighted magnetic resonance (MR) images of 700 subjects and 7 prostate landmarks
from 3D computed tomography (CT) images of 73 subjects. The experimental results
demonstrated the e�ectiveness of theT2DL method in terms of both accuracy and e�-
ciency in anatomical landmark detection.
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Chapter 4

Proposed Pipeline and Methods

This chapter of the thesis primarily discusses the development and study of a custom
deep-learning pipeline for automatic volume calibration of MRI images.

The goal was to design an optimal end-to-end solution for this speci�c application, achieved
through the exploration of various techniques and models. Based on an extensive review
of existing literature and research (as detailed in Chapter 3), the study focused on a
landmark identi�cation approach, which is typically regarded as a supervised problem.
Once the landmark locations are predicted, the acquisition volume can be reconstructed
by mapping the landmarks spatially.

The methodology development included the evaluation of various architectures such as
Hourglass-net [TMS19], Flat-net [ENS19], U-net [RFB15a], U-net++ [ZSTL18], and DeepLabV3
[CPK+ 16, CPSA17]. The impact of di�erent backbone encoders was also assessed where
possible.

The study also investigated the impact of pretraining these models on ImageNet or other
anatomical datasets to leverage the bene�ts of transfer learning. This approach allows for
the maximization of existing datasets, enhancing e�ciency, and addressing the issue of
data scarcity, which is a prevalent problem in the medical �eld due to privacy concerns.

This chapter o�ers an in-depth description of the proposed pipeline, the models, and
the methods, such as transfer learning, employed. Chapters 5 and 6 will provide further
information on the datasets used and the results obtained, respectively. The deep learning
pipeline for MRI image calibration was developed using a comprehensive and systematic
approach, which is based on existing research and literature. Transfer learning was used
to maximize e�ciency and address potential issues.
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4.1 General Description

The automatic volume calibration process is organized into three fundamental stages: pre-
processing, landmark localization, and volume calibration. During the pre-processing stage,
the raw magnetic resonance scans are loaded and prepared for analysis through steps such
as resizing, normalization, and artifact removal, when required. The default size of the
MRI images in our study is 256x256, which is suitable for our needs and thus maintained.

The core of the proposed pipeline is the landmark localization stage (see Figure 4.1).

Figure 4.1: Proposed deep-learning pipeline for the landmark localization stage in the automatic
volume calibration process. Pre-processed input images and ground truth are passed to the
Unet++ model, which extracts relevant features through the VGG19 backbone and �nally outputs
a list of heatmaps (one for each landmark to identify) that forms the represented mask.

57



As discussed in Chapter 3, various techniques have been proposed for the extraction of
anatomical landmarks. However, learning-based methods have emerged as the most e�ec-
tive approach for detecting anatomical landmarks in medical images. These methods can
be broadly categorized into two groups: classi�cation-based and regression-based methods
[NdVW + 20].

Classi�cation-based approaches involve transforming landmark coordinates into heatmap
outputs, where the network is trained to predict probability maps that are highest at the
landmark locations. This formulation is particularly suitable for CNNs, as it can be framed
as a pixel-wise regression task. To train the classi�cation-based models, we generated
Gaussian heatmaps from the landmark annotations. These were used as the ground-truth
data to help the model adjust its errors during the learning process. Speci�cally, we used
a semantic approach, where each landmark point has a corresponding heatmap.

On the other hand, regression-based methods attempt to directly predict the landmark
coordinates using a regression model. These methods usually involve training a model to
reduce the distance between the predicted and ground-truth landmark coordinates. For
the regression-based model, we simply provided the landmark coordinates as the ground
truth.

In our study, we used di�erent state-of-the-art neural networks to accurately pinpoint
anatomical landmarks in a completely automated manner. The network architecture that
emerged as the best performer in our model evaluation experiments was U-net++, as we
will discuss in Chapter 6. However, several models were considered and will be explained
in detail in the following section, including one regression-based model (Hourglass-net)
and four classi�cation-based models (Flat-net, U-net, U-net++, DeepLabV3). Except for
the Flat-net, the classi�cation-based models were pre-trained on ImageNet and di�erent
encoder backbones were evaluated such as the e�cientnet-b7, vgg19, and the resnext101.

Once the landmarks have been identi�ed, we move on to the �nal stage, which is automatic
calibration. In this last phase, the landmarks found in the three planes of the MRI scan
are spatially matched, allowing for the desired volume reconstruction without specialized
operator intervention for calibration.

All processes described in this thesis, including data loading, model training, and others,
were developed in Python. The Deep Learning framework of choice is PyTorch, selected for
its object-oriented approach, which enables the implementation of modular and reusable
code. This choice also provided the ability to precisely customize loss functions, training
processes, and other necessary components for deep learning experimentation.
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4.2 Architectures explored in this work

4.2.1 Hourglass-net architecture

The hourglass network architecture is a type of deep neural network that has been de-
signed to e�ectively capture and process information at multiple scales in an image. It
is particularly useful for tasks that require understanding of the full context of an image,
such as the location of anatomical landmarks in medical images. The name "hourglass"
comes from the shape of the architecture (see Figure 4.2).

Figure 4.2: The proposed Hourglass-net architecture is composed of d = 6 deep hourglass blocks.
N represents the network's width and M is the amount of output landmarks. Image proposed in
[TMS19].

It is characterized by a sequence of pooling layers that reduce the dimensionality of the
input, followed by a series of upsampling layers that restore the dimensionality. The output
of the network is a high-resolution map of the input image. This architecture includes a
soft-argmax layer that directly predicts the normalized coordinates of the landmark points.
This layer is a di�erentiable approximation of the argmax function, which is used to identify
the maximum value's position in a set of values. In the hourglass network, it enables
the network to predict the exact location of landmarks as a continuous value, instead of
discretizing the image into a grid and predicting the grid cell that contains the landmark.
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4.2.2 Flat-net architecture

The Flat-net architecture, as its name suggests, does not contain any pooling, down and
up sampling, or fully connected layers. Instead, it uses convolutional layers with di�erent
kernel sizes and dilation rates (see Figure 4.3).

Figure 4.3: The Flat-net architecture proposed in this �gure produces 5 heatmaps corresponding
to 5 landmarks. Image proposed in [ENS19].

Speci�cally, in layers L1 and L2, convolutional �lters of kernel size 9x9 are applied consecu-
tively using 5 di�erent dilation rates. The generated feature maps are then concatenated in
layer L3. This is followed by a convolutional layer of kernel size 5x5 and three consecutive
convolutional layers of kernel size 1x1. The activation functions for all convolutional layers
are Relu, except for the last layer (L7), which uses tanh.

4.2.3 U-net architecture

The U-net architecture, as presented in the article "U-net: Convolutional Networks for
Biomedical Image Segmentation" [RFB15a], is a powerful CNN designed for fast and precise
segmentation of images, particularly useful in the �eld of medical imaging.
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